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Deliverable description and summary
Treatment options for patients with late-stage cancer are often limited. Targeted therapy and
immuno-therapy are promising, but only a few have been approved. Moreover, the approval is
usually limited to a small number of cancer sub-types. We aim to improve treatment decisions as
well as options, by providing our expertise in sequencing technologies and molecular data analysis.

Research progress
We developed a sequencing pipeline for targeted, whole-exome, and whole-genome sequencing
(manuscript in preparation) based on state-of-the-art read mapping and variant calling tools, and on
an extensive comparison of such tools (doi: 10.1186/s12859-016-1417-7). The pipeline is now in
clinical use and is employed and maintained by the ETH technology platform NEXUS1 to support the
molecular tumor board of the University Hospitals in Zurich and Basel. Part of the pipeline is the
annotation workflow (doi: 10.12688/f1000research.9357.2), which allows identification of mutated
genes that are druggable. The workflow employs rDGIdb (bioconductor.org/packages/rDGIdb), an
open source R/Bioconductor2 package, which we developed based on the DGIdb web-service3.
Together with NEXUS and Mitch Levesque’s group at the USZ (WP6), we designed and established a
sequencing report for clinical use. The sequencing report ranks putatively causal variants by their
clinical relevance. Therefore, it provides molecular evidence to support the tumor board in making a
treatment decision. To date, we sequenced and analysed several melanoma patients, providing the
tumor board with valuable molecular data.

Our efforts in WP4 are relevant for identification of causal genetic variants in cancer (WP5,6) and in
genetic disease (WP7). To leverage on these efforts, we hosted the Workshop on Tools for Molecular
Diagnostic Boards in December 2016. Members of several groups involved in the SOUND project
attended the meeting, including Mitch Levesque (WP6) and Holger Prokisch (WP7), as well as
external collaborators from the German Cancer Research Center, the National Center for Tumour
Diseases Heidelberg and the NEXUS project. Moreover, the R/Bioconductor package rDGIdb is freely
available for download and use in molecular tumour boards and other applications and was
published with comprehensive documentation.
1

http://www.nexus.ethz.ch
http://www.bioconductor.org
3
http://dgidb.genome.wustl.edu/
2
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Abstract
Background: Next-generation sequencing of matched tumor and normal biopsy pairs has become a technology of
paramount importance for precision cancer treatment. Sequencing costs have dropped tremendously, allowing the
sequencing of the whole exome of tumors for just a fraction of the total treatment costs. However, clinicians and
scientists cannot take full advantage of the generated data because the accuracy of analysis pipelines is limited. This
particularly concerns the reliable identification of subclonal mutations in a cancer tissue sample with very low
frequencies, which may be clinically relevant.
Results: Using simulations based on kidney tumor data, we compared the performance of nine state-of-the-art
variant callers, namely deepSNV, GATK HaplotypeCaller, GATK UnifiedGenotyper, JointSNVMix2, MuTect, SAMtools,
SiNVICT, SomaticSniper, and VarScan2. The comparison was done as a function of variant allele frequencies and
coverage. Our analysis revealed that deepSNV and JointSNVMix2 perform very well, especially in the low-frequency
range. We attributed false positive and false negative calls of the nine tools to specific error sources and assigned
them to processing steps of the pipeline. All of these errors can be expected to occur in real data sets. We found that
modifying certain steps of the pipeline or parameters of the tools can lead to substantial improvements in
performance. Furthermore, a novel integration strategy that combines the ranks of the variants yielded the best
performance. More precisely, the rank-combination of deepSNV, JointSNVMix2, MuTect, SiNVICT and VarScan2
reached a sensitivity of 78% when fixing the precision at 90%, and outperformed all individual tools, where the
maximum sensitivity was 71% with the same precision.
Conclusions: The choice of well-performing tools for alignment and variant calling is crucial for the correct
interpretation of exome sequencing data obtained from mixed samples, and common pipelines are suboptimal. We
were able to relate observed substantial differences in performance to the underlying statistical models of the tools,
and to pinpoint the error sources of false positive and false negative calls. These findings might inspire new software
developments that improve exome sequencing pipelines and further the field of precision cancer treatment.
Keywords: SNV, Variant calling, Cancer genomics, Exome sequencing, Variant caller integration
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Background
The detection of genomic variation via sequencing of tumor DNA from cancer patients has become a cornerstone of cancer research. More recently, sequencing-based
patient stratification also entered clinical procedures in
order to select the best treatment for a cancer patient,
e.g. in melanoma [1], colorectal cancer [2], lung cancer [3] and ovarian cancer [4]. Particularly in cases
where drug administration depends on the presence or
absence of specific genomic variants, it is essential to have
robust and sensitive bioinformatics pipelines for variant
detection.
However, the computational analysis of sequencing data
is challenging. Germline mutations have been inherited
from the parents and therefore occur at a frequency of
50% or 100% in virtually every cell. Therefore, with sufficient coverage, germline mutations are relatively easy
to detect. In contrast, tumors consist of several genetically distinct subclones, a phenomenon called intra-tumor
heterogeneity [5]. Therefore, somatic mutations acquired
during cancer progression occur at variable frequencies.
Unfortunately, even very low-frequency variants may be
critical for treatment outcome, because (i) it may be sufficient if a small portion of the cells promotes tumor
growth, e.g. by producing a growth factor and (ii) drug
resistance mutations may already be present in small subclones that expand upon treatment. For instance, it has
been shown that subclones can harbor driver mutations
which are markers of poor prognosis [6], and that some
subclones are able to resist chemotherapy [7]. Therefore,
detecting even rare mutations is crucial for improving
therapy.
To increase the power to detect low-frequency mutations in protein-coding genes, the Whole Exome Sequencing (WES) protocol was introduced [8]. The general idea
is to enrich for DNA fragments that hybridize to probes
that cover a large set of known exons of protein-coding
genes. In order to determine which genomic variants in
protein-coding genes have been accumulated during cancer progression, a large number of studies adopt WES
to sequence pairs of cancer and normal tissue, i.e., tissue from the tumor and from surrounding non-cancerous
tissue from the same organ.
Here, we compare a large range of bioinformatics tools
for genomic variant detection for paired tumor-normal
WES data. We carefully designed an evaluation framework based on simulated exome sequencing data derived
from real data. While simulated data can never model all
properties of real data, many sources of errors arise from
the data processing steps prior to the variant calling, such
as mapping and filtering, and can therefore be accurately
modeled with simulated data.
The importance of improvements in the data processing pipelines has been highlighted in several studies
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and reviewed in [9]. Li [10] and Roberts et al. [11]
called variants on a pair of biological and technical replicates, respectively. Li could attribute all variants detected
between these replicates, which are by definition false
positives, to mapping artifacts. Roberts et al. noted that
many false positives found in this experiment had high
scores. Therefore, mapping artifacts may severely contaminate any WES analysis even when stringent filters
are applied [11]. Simulated data allows us to investigate
mapping and alignment post-processing artifacts in detail
with the goal to improve the development of WES analysis
pipelines.

Related work Several recent surveys and reviews on
variant calling pipelines have sought to evaluate the
increasing number of variant callers, mostly addressing the problem of germline mutation calling [12–15].
Only few studies consider the specific challenges of
paired tumor-normal variant calling in cancer, where
mixed samples are analyzed. Among those, some comparisons use real data and either solely analyze concordance between tools [16] or evaluate predictions on
relatively small sets of validated mutations [13, 17–19].
Kim and colleagues [20] benchmark four anonymous
callers on cancer exome sequencing data in order to provide guidelines on how to compare variant callers. The
authors analyze discrepancies and concordances between
the callers. They assess different ways of validating the
mutations, for example by re-sequencing a subset of the
variant calls at higher depth. The authors conclude that
it might be misleading to base the performance on a
small set of validated mutations, since the number of
false negatives could be underestimated, and the selection of which mutations were validated could be biased
towards one caller. They suggest ranking the mutations
according to the callers confidence scores in order to
allow for a more comprehensive comparison with different precision cutoffs. Finally, the authors mention that
combining several variant callers is another interesting
challenge which needs to be addressed. Spencer et al.
[21] assess the performance of variant callers to detect
low-frequency mutations by creating a mixture of DNA
from well-characterized cell lines. However, it is difficult to attribute discordances between tools [11, 22] to
the specific sources of errors. Alioto et al. [23] compared the performance of different analysis pipelines for
whole-genome cancer sequencing data. The set of ground
truth mutations was generated using variants detected
in the same matched tumor and normal sample, but at
a higher coverage of approximately 300×. They report
precision and recall of different analysis pipelines, however it is also difficult to determine the sources of false
positive and false negative calls. The authors recommend optimizing the aligner/variant caller combination,
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and to combine several variant callers. Furthermore, they
propose additional comparison studies to also assess,
for example, the effect of normal contamination and
subclonality.
To address the aformentioned challenges, here we identify error sources in variant calling arising from the bioinformatics pipeline for read alignment and processing. We
carefully designed a simulation study based on one diploid
normal and eight diploid cancer genomes, where we introduced variants found in a real tumor-normal sample pair
(clear cell renal cell carcinoma). This setup allows us to
observe a large range of errors introduced during the various processing steps, and to evaluate the performance at
different variant allele frequencies, coverages and contamination levels. We classified errors into different categories
and could, in some instances, relate the appearance of certain types of errors to the statistical model of a variant
caller. We also developed a new combination strategy to
combine several mutation callers.
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Results
We compared the nine somatic variant calling programs
deepSNV [24], Genome Analysis Toolkit (GATK) HaplotypeCaller (HP) [25–27], GATK UnifiedGenotyper (UG)
[25–27], JointSNVMix2 [28], MuTect [29], SAMtools [10],
SiNVICT [30], SomaticSniper [31], and VarScan2 [32].
Figure 1 illustrates the workflow for the comparison in
a flowchart. A heterogeneous cancer sample was simulated based on a real renal cell carcinoma sample. The
different tools were evaluated and analyzed in detail. First,
the performance of all tools with default parameters was
assessed as a function of variant allele frequency, coverage and normal contamination. Subsequently, the most
prevalent error sources for two different alignment settings were analyzed. Furthermore, the performance of the
tools was compared when applying two pipeline modifications. Moreover, five tools were selected for further
analysis of the effect of changing parameters. Finally, two
combination strategies for variant callers were evaluated,

Fig. 1 Workflow of the comparison of the nine variant callers. A heterogeneous cancer sample is simulated based on a real renal cell carcinoma
sample (steps 1, 2 and 3). Two different alignment settings and eight different coverage and normal contamination levels are employed (steps 4 and
5). The variant callers deepSNV, GATK HP, GATK UG, JointSNVMix2, MuTect, SAMtools, SiNVICT, somaticSniper and VarScan2 are run on all bam files
(step 6). The performance of the different tools is evaluated and analyzed in detail (step 7). The tools are also assessed when using various pipeline
or parameter modifications as described in Section “Pipeline and parameter improvements”. A more detailed description of the pipeline and the
evaluation procedure can be found in the Methods Section as well as in Additional file 1: Section B, and Additional file 1: Section C
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including our newly developed rank-combination,
which is implemented in R and available at [33]. A detailed
description of the pipeline and evaluation procedure can
be found in the Methods Section, as well as in Additional
file 1: Section B, and Section C. In the following, we
discuss general concepts of somatic variant calling. The
statistical models of the tools are described in Additional
file 1: Section D.
Statistical models for somatic variant calling

All variant callers considered here take as input DNAfragments (reads) aligned to a reference genome. Each
discrepancy between the reference and the aligned read
could in principle originate from a real change in the
genome or from technical artifacts, including sequencing
and alignment errors. Since the mechanisms generating
true genomic variants are complicated and vary substantially between tumors and cancer types, most somatic
variant callers focus on modelling the error sources. The
more accurate the different error sources are modeled, the
easier it is to identify discrepancies that are unlikely to
originate from these error sources and are therefore likely
true genomic variants.
In cancer research, we are often interested in the
changes between tumor and matched normal samples.
The most common approach is to fit a statistical model
to the data of both samples and then compute the likelihood. Most sources of errors will be shared between the
two samples and will therefore not give rise to significant
changes. Remaining artifacts are often difficult to distinguish from true somatic variants. To understand these
difficulties, it is insightful to have a closer look at the
different statistical models for variant calling. A detailed
introduction of the statistical models of all considered
variant callers can be found in Additional file 1: Section D.
The commands that were used to run the callers in default
mode are provided in Additional file 1: Section E.

Sequencing data pipelines The outline of a typical WES
data processing pipeline is as follows. Sequencing platforms provide a so-called base quality for each position
of a read, which quantifies the confidence that the called
nucleotide at this position is correct. After the optional
step of quality trimming, where positions of reads with
low base quality are removed, reads are aligned to the
genome with genomic aligners like bowtie2 [34] or bwa
[35]. Afterwards, fragments that align to multiple locations (multi-mappers) need to be resolved. The two most
common strategies are: (i) deciding for the mapping with
highest score (“best”) or (ii) removing all mappings for a
fragment as soon as there is more than one (“unique”).
Choosing the “best” alignment is often arbitrary if the
number of mismatches is identical. If we have decided to
select one out of several alignments, the information of
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whether there were additional alignments and how close
their score was to the best alignment should be reflected in
the mapping quality score of the selected alignment. The
more conservative strategy of selecting “unique” alignments is identical to “best” with a stringent cutoff on the
mapping quality.
After running one or more variant callers on the pair
of tumor and normal aligned reads, confidence cutoffs
have to be defined depending on the requirements of the
downstream analysis.
WES data simulation

A tumor sample is composed of several genetically distinct
subclones [5]. In order to generate a realistic scenario for
somatic variant calling of tumor samples with intra-tumor
heterogeneity, we explicitly generated eight diploid simulated cancer genomes (clones) and one diploid normal
genome. Variants detected in a WES tumor-normal sample pair of human clear cell renal cell carcinoma (ccRCC)
were placed into these genomes using the software library
SeqAn [36]. Variants detected only in the normal sample were placed into the normal genome, equally likely
as homozygous or heterozygous mutations. All cancer
genomes inherit the normal variants. The cancer clones
are related by a clonal ancestry tree, shown in Additional
file 1: Figure A. Variants detected only in the real tumor
sample are randomly assigned to one of the nodes of the
tree. All children of this node inherit the variant. A total of
217,507 somatic and 456,680 germline mutations found in
the real ccRCC and its matched normal sample were put
in the phylogenetic tree.
Finally, reads are generated from the normal genome
and the clones using the software library SeqAn [36] and
Wessim [37]. The tumor sample was generated by mixing the reads from the clones and varying proportions
of reads from the normal sample. The weighting of the
clones was determined by drawing a Dirichlet-distributed
random vector.
It is important to note that the simulation includes
SNVs and indels, but no copy number variants (CNVs)
or aneuploidies. CNVs and aneuploidy also play important roles in tumor evolution. This study focuses on tools
for somatic SNV detection. The loss or gain of a part or
even a whole chromosome in a subclone, would influence the variant allele frequency of a mutation. Here,
the whole spectrum of variant allele frequencies in the
interval (0, 1] was analyzed, which is why CNVs and
aneuploidies do not change the conclusions made. To
demonstrate that this is the case, the effect on the performance of the tools in the presence of CNVs and aneuploidies was examined on a subset of the data, and
the results are described in Additional file 1: Section
F. The results are in line with those from the original
simulation.
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In the following, we analyze the performance of the variant callers with default parameters for different parameter
settings of the alignment. We evaluated the performance
of all callers against the simulated ground truth. All cutoffs we apply on the precision of the tools are with respect
to the ground truth. We take the tools’ score or confidence values only into account to rank the predictions.
Also, the variant allele frequencies are always computed
with respect to the the ground truth.
Figure 1 summarizes the worklow for the simulation and
evaluation procedure. Different alignment settings and
coverage levels are assessed. The various coverage levels
are all with 20% normal contamination. The different
contamination levels are all at 50% coverage, which corresponds to a median coverage of the targeted regions of
106×. Unless stated otherwise, the performance measures
reported here refer to the 50% coverage and 20% normal contamination bam files generated with the sensitive
alignment described in Section “Variant calling pipeline”.
Performance with default parameters

First, we analyze the sensitivity of the callers as a function of the frequency of the variants (Fig. 2a). To make the
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different predictions comparable, we selected the maximal number of variants from the top of the list for each
caller, such that the false discovery rate is smaller than
a fixed threshold. GATK HP, GATK UG, SAMtools as
well as SiNVICT are tools, which report germline and
somatic variants. Both types may get a high variant quality score depending on the confidence of the call. Since
we are only interested in comparing the performance of
somatic variant detection, we filtered out all variants from
these four tools that are germline. To this end, we ran
the callers separately on the tumor and the normal bam
file, and removed all mutations that were found in the
normal sample. The resulting filtered variant calls for
the tumor sample should contain only somatic mutations.
The details on how the sensitivities in Fig. 2a are displayed
can be found in Additional file 1: Section G.
We find substantial differences between the performance of the variant callers, in particular for the sensitivity of low-frequency variants, where deepSNV and
JointSNVMix2 clearly show a better performance. For a
fixed precision of 90% and for variants with frequencies in
the interval (0, 0.05), JointSNVMix2 already reaches a sensitivity of 30%, whereas all other tools but deepSNV, with

Fig. 2 Performance comparison of variant callers with default parameters. a Sensitivity of variant callers as a function of the variant allele frequency.
To make the predictions comparable we selected the largest set of variants from the top of the list of each caller such that the false discovery rate is
still below α. We show plots for α equal to 0.05 (solid lines), and 0.1 (dashed lines). If the tool has a very good precision, the two curves for the two α
cutoffs are identical, as it is the case for MuTect and VarScan2. The details on how the sensitivities are displayed can be found in Additional file 1:
Section G. b Area under precision recall curve as a function of the coverage. Again the two cutoffs for the false discovery rate α = 0.05, and α = 0.1
are chosen (see Additional file 1: Section C). The coverages correspond to the five different levels (12, 25, 50, 75, and 100%) displayed in Fig. 1 in step 5
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7%, are close to 0%. For the next highest interval of variant frequencies [ 0.05, 0.1), deepSNV and JointSNVMix2
reach a sensitivity of 38% and 61%, respectively, while the
other tools are all still below 9%.
As expected, the more stringent false discovery cutoff of
5% reduces the sensitivity for detection, and especially the
low-frequency variants. The two curves for the two false
discovery cutoffs of 5 and 10% fall together for VarScan2,
because it has a high precision, where the entire set of
variants has a precision of 98.7%. MuTect does not provide a continuous quality score, but it reports “PASS”
or “REJECT” for each variant. Among the ones with the
“PASS” label, the precision is very high: it ranges between
99.7 − 100%, depending on the coverage. However, it
misses many variants, which is reflected in the low sensitivity. The output of SiNVICT does not contain a confidence score for ranking either. However, it does separate
the predicted variants into six different lists, which correspond to filters with different stringency levels. Hence, the
predicted variants can be ranked according to which of the
six lists they occur in. In this case, we had variants which
were in the first four lists. Variants in the fourth list not
only passed the p-value cutoff, but also passed the minimum read depth filter, the strand-bias filter, as well as a filter checking the average position on the reads. Level four
had a very high precision of 99.3%. The entire precisionrecall curves for all tools can be found in Additional
file 1: Figure B. The same performance estimates as displayed in Fig. 2a were generated when restricting the
ground truth variant set to locations with a coverage of at
least 25×, which is displayed in Additional file 1: Figure C.
Next, we assessed how the performance of the variant
callers depends on the coverage and the contamination
of tumor samples with normal tissue. To this end, we
generated eight different bam files with various coverage
and contamination levels, as illustrated in Fig. 1 step 5.
As performance measurement, we use the area under the
precision-recall curve of the top predictions which satisfy
a precision of at least 90% or 95%, respectively (auPRC90
and auPRC95 , see Additional file 1: Section C). For most
tools, the performance rises substantially when increasing
the median coverage from 25× to 106× (Fig. 2b). However, with a coverage of above 106× the performance of
most tools saturates, or even decreases.
Increasing the contamination with DNA fragments
from the non-cancer cells does lead to a decrease in performance, which can be explained by the expected loss of
power (Additional file 1: Figure D). However, the decrease
is relatively mild. Variants that are present at higher frequencies are still detectable even with a high rate of
normal contamination.
In order to obtain a measure of the variability of the
results, 50% subsampling from step 5 in Fig. 1 was
repeated ten times, with subsequent variant calling and
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evaluation. Additional file 1: Figure E displays the area
under precision recall curve (auPRC) when restricting
to a precision of at least 95 and 90%. The performance
estimates of the tools are very stable.
Analysis of error sources

We categorized high-confidence false positive predictions, defined as false positives that are in the variant
set when restricting it to a precision of at least 95%
(Fig. 3a, 3b) and high-frequency false negatives (frequency
≥ 25%; Fig. 3c, 3d) into groups of likely error sources.
These sets of false positive and false negative predictions
are especially interesting to examine. The false positives
that are high-confidence, i.e. highly ranked by the tool, are
the ones that would likely remain after filtering according to the quality score or p-value. Concerning the false
negatives, it is clear that low-frequency variants are much
more difficult to distinguish from sequencing and alignment artifacts. However, one would expect to detect the
variants at higher frequencies. The analysis of these sets
of false variant calls sheds light on how the pipeline could
be improved.
We define the following error categories: If the coverage
at the variant loci was less than 25× reads in the cancer sample, the category low coverage applies. The error
source low quality signifies that the maximal mapping
quality of a read supporting the variant was below 31. The
category variable region denotes that at least one indel
or more than 4 SNVs were within 10 bp distance of the
variant. The class low support represents loci with sufficient coverage, but the reads that support the variant were
not aligned. If there was a sequencing error in the normal
sample, which gave the impression that the mutation is
germline, the error source seq error in normal applies. The
category low quality in normal signifies that, although the
total coverage would be high enough, there were ambiguous alignments with low mapping quality in the normal
sample resulting in a lack of power for variant calling. In
the case where the coverage was less than 25× in the normal sample, the class low coverage in normal applies. The
category in normal represents the case where the variant
was introduced in the normal genome and is therefore a
germline mutation. The error source alignment location
denotes the variant was not reported as soon as the decision for multi-mappers was taken for the correct location instead of the “best”. If the correct location was not
among the alignments the read was discarded. In the case
that the coverage in the cancer sample was more than
200×, the variant is labelled high coverage. The category
other applies for all variants which cannot be attributed to
any of the above-mentioned error classes.
For each error source and each tool, the percentage of
variants that fall into the respective error source is displayed in Fig. 3. The total number of false positives or false
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Fig. 3 Categories of variant calling errors depending on the quality of the alignment. The top panel (a and b) shows the error categories for the high
confidence false positives (prediction sets with at least 95% precision). The bottom panel (c and d) shows the error categories for the
high-frequency false negatives (ground truth allele frequency ≥ 25%). The left panel (a and c) displays the error sources when running default
bowtie2 alignments, and the right panel (b and d) displays the error sources when running more sensitive alignments, which were performed
with parameters --very-sensitive -k 20, and then choosing the primary alignment for each read with several alignments (samtools
view -F 256), i.e. the “best” option. The definition of the categories can be found in Section “Analysis of error sources”

negatives is stated next to the name of the tool. Since variants can fall into several categories, the precentages of the
different error sources do not sum up to 100%. The category other however, is exclusive, since it contains all variants that did not fit into any of the specified error sources.
Also, the categories low support, as well as low quality
in normal imply that there was sufficient coverage in the
tumor or normal sample, respectively. Therefore, variants
in these categories cannot be classified at the same time

as low coverage or low coverage in normal, respectively. As
mentioned in the flowchart in Fig. 1 step 4, two different alignment settings were chosen: the default alignment
and a more sensitive alignment, in which more runtime is
invested into accurate alignments.
We observe that a substantial source of false positives
and especially false negatives is low coverage and low
coverage in normal. As described above, a variant is classified to reside in a variable region if there is an indel or
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more than 4 SNVs within 10 bp distance. These multiple
mismatches or gaps in a small region cause uncertainty
in the alignment of reads resulting in false positive and
false negative SNV calls (Fig. 3 light green). We assess
the effect of local realignment around indels in the next
section.
In light of the fact that low coverage was a major error
source, the coverage profile of the sample was computed
in order to ensure that the overall coverage is of good quality. As shown in Additional file 1: Figure F, the coverage
is very good. For instance, 98.8% of the targeted regions is
covered with 25× reads or more, and 95.7% of the targeted
regions is covered with 51× reads or more.
Pertaining to the false positive calls, for most tools,
many can be attributed to the category in normal. These
are variants that are actually germline, and have been erroneously classified as somatic. An additional germline filter
for the variants might improve the performance, which is
assessed in the next section.
The direct comparison of the default and the more sensitive alignment reveals some effects that the alignment
has on the false positives and negatives. Overall, the sensitivity to detect variants increases slightly with the more
sensitive alignment. For most tools, the number of true
positives is increased, which in turn leads to a higher absolute number of false positives with the same precision cutoff of 95%. The error source alignment location is reduced
for GATK HP, GATK UG, JointSNVMix2, SAMtools,
SomaticSniper and VarScan2 when using the more sensitive alignment. The proportion of variants falling into low
quality rises for most tools for the more sensitive alignment, but it always remains below 3% (Fig. 3b, d, dark blue
and red). The total number of high-frequency false negatives is reduced for deepSNV, GATK UG, JointSNVMix2,
SAMtools, SiNVICT, and VarScan2.
When comparing the error profiles of false negative
calls of the tools, it is evident that they are highly correlated. Additional file 1: Figure G displays the correlations
of error profiles between the tools. More precisely, the
minimum correlation between the error profiles of the
false negative calls is 0.79, between JointSNVMix2 and
SAMtools, and the maximum correlation is 1.00, between
GATK UG and somaticSniper. Concerning the false positive calls, the error profiles of the tools are more diverse.
JointSNVMix2 and MuTect even show a slightly negative
correlation. Overall, deepSNV and JointSNVMix2 seem to
be the least correlated in their false positive error profile
with any of the other tools.
Pipeline and parameter improvements

In this section, we demonstrate the effect on the performance when applying changes to the pipeline or parameters of the tools. Moreover, we assess two combination
strategies for variant callers.
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Adressing error sources through pipeline modifications
The analysis of error sources revealed that many SNVs
can be attributed to variable region, which indicates that
the SNV was in a region with indels or a cluster of
SNVs. The development team of GATK recommends to
use the tool GATK-IndelRealigner as an alignment postprocessing step before the variant calling [27]. According
to the instructions [38] the tool minimizes the number
of mismatches across all reads in regions around insertions and deletions (indels). Here, we assessed whether the
GATK-IndelRealigner impacts the performance of variant
callers. We note that all predictions are almost identical
in sensitivity and precision, except for SAMtools, which
benefits greatly (Fig. 4a, dotted lines).
Another prominent source of false positives is the category in normal, which indicates that the variant was
actually germline and erroneously classified as somatic.
Here, we assess the effect of a post-variant-calling filter
that refines the variant calls by filtering out mutations
that could likely be germline mutations. More precisely,
for each variant loci, the number of reads supporting the
variant in the normal sample, as well as the total coverage
in the normal sample are taken into account. Assuming a sequencing error rate of at most 0.5%, one can
employ a binomial test to assess whether the observed
number of variant reads is higher than expected for a
sequencing error. If the p-value is below 0.05, the variant could likely be a germline mutation and is filtered
out. Figure 4a (dashed lines) depicts the performance of
the tools after this post-variant-calling filter. It reduces
the sensitivity for all tools but deepSNV and MuTect.
For deepSNV, the performance for low-frequency variants is greatly improved, whereas it becomes less sensitive
for higher frequencies. With the binomial test, deepSNV
reaches a sensitivity of 64% for variants with ground
truth frequencies in [ 0.05, 0.1), instead of a sensitivity
of 38% without this filter. For Mutect, the sensitivity
for variants with ground truth frequencies in [ 0.15, 0.2)
was 71% instead of 1% without this post-variant-calling
filter.
Parameter optimization of variant callers We selected
five variant callers to investigate if further performance
improvements can be achieved by tuning the parameters of the callers. We chose deepSNV and JointSNVMix2
for their very good overall performance. We assessed the
effect of changing the filters for base or mapping quality,
because this could have an impact on the performance.
Furthermore, we chose SAMtools to explore the effects of
certain parameters for which it would be difficult to assign
an intuitive value since their impact is unclear. These
parameters are -B for recalculation of the base qualities,
and -C for recomputing the mapping quality. Moreover,
VarScan2 was selected to assess whether a tool that did
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Fig. 4 (See figure on previous page.)
The effect of pipeline modifications, parameter changes, and combination strategies. We show the sensitivity for the prediction set with at least 90%
precision. a Performance when applying local realignment around indels or the binomial test as a germline filter. b Performance of deepSNV,
JointSNVMix2, SAMtools, SiNVICT and VarScan2 with different choices of parameters. Additional file 1: Figure H depicts the performance for all
parameters that were assessed. c Performance of rank-combinations and intersections of calls from several tools. From each tool, we took the
best version. In particular, deepSNV and MuTect with the binomial test as germline filter, SAMtools with option -C 200, SiNVICT with
--qscore-cutoff 60, VarScan2 with the parameter --min-var-freq 0.02, as well as the default runs from GATK HP, GATK UG, JointSNVMix2,
and somaticSniper. d Summary barplot displaying the performance of the three best rank-combinations as a comparison to each tool
individually. If a tool parameter or pipeline change has been used in the rank-combinations, also the performance of the tool in default mode
is shown. The y-axis measures the area under precision-recall curve when allowing a false discovery rate of up to 10% (see Additional file 1: Section C)

not perform so well can be improved by a straightforward change of a default parameter: The default threshold
for the variant allele frequency is 0.10, which explains
the poor performance in the low-frequency range. Also,
the impact of applying the strand filter was assessed.
Finally, SiNVICT allows setting a threshold for the q-score
via the parameter --qscore-cutoff <INT>, which
reflects the confidence of the variant call. The q-score is
not printed by SiNVICT to the output list of variants,
hence a ranking according to this value is not possible.
However, adjusting the q-score cutoff threshold with the
parameter --qscore-cutoff may lead to an increase
in performance.
We found the predictions of deepSNV and JointSNVMix2
to be highly robust against varying thresholds for base
and mapping qualities (Fig. 4b red and blue). The default
threshold for the minimum base quality in deepSNV is 25.
Lowering this threshold to 0, and thereby also including
more potential sequencing errors in the read counts, only
leads to a very subtle decrease in performance. Additional
file 1: Figure H displays the performance for all parameters
that were assessed.
The prediction performance of SAMtools varies substantially in both directions when choosing different
values for the parameter -C <INT> (Fig. 4b green).
According to the manual [39], the parameter -C of SAMtools reduces the effect of reads with an excessive number
of mismatches. Varying -C between 20 and 200 resulted in
large differences in performance ranging from auPRC90 =
0.00 for -C 20 and auPRC90 = 0.45 for -C 200.
The default minimum variant frequency for VarScan2
for heterozygous mutations is 0.10 according to the
manual [40], which hampers detection of low-frequency
variants. Setting this threshold to 0.02 yields great performance improvements, especially in the low-frequency
range (Fig. 4b grey). The auPRC90 is improved from 0.39
to 0.69. Applying the strand filter leads to a decrease
in sensitivity, which could indicate that this filter is too
conservative.
Different values for the --qscore-cutoff parameter
in SiNVICT lead to an increase or decrease in performance, as shown in Additional file 1: Figure H panel E.

The optimal value might depend on factors such as coverage and contamination level. The default value is 95, which
is probably best for very high coverage data. In this case,
the optimal value was found to be --qscore-cutoff
60. It improves the auPRC90 from 0.45 to 0.50.

Variant caller combination strategies It has been noted
that a combination of variant callers may be beneficial to
improve sensitivity and specificity of predictions [9, 41].
One straightforward way of combining variant callers is to
take the intersection of several tools. We assessed whether
the top predictions of the top five variant callers from the
default run according to auPRC90 (deepSNV, GATK UG,
JointSNVMix2, SiNVICT and SomaticSniper) conform.
Additional file 1: Figure I displays the Venn diagrams
for three different thresholds for the false discovery rate.
The evaluation of the set of variants which were shared
between the five tools revealed that the precision is very
high, as it ranges between 99.6 − 100%. However, many
variants are missed, e.g. the recall is only at most 42.8%,
when restricting the individual tools to a false discovery
rate of 10%. This demonstrates that taking the intersection of many tools might be a too conservative choice.
Additional file 1: Table S2 lists the number of variants
which are shared between all pairs of two variant callers
and their auPRC90 .
Finally, we developed a new method to integrate predictions from multiple callers by combining the ranks of
variants across callers (see Additional file 1: Section H).
The basic idea is to combine the ranks after having standardized the correlation between the tools. We refer to
this approach as the rank-combination. From each
tool, we took the best version of the assessed pipeline or
parameter settings: That is, deepSNV and MuTect with
the binomial test as germline filter, SAMtools with -C
200, SiNVICT with option --qscore-cutoff 60,
VarScan2 with the parameter --min-var-freq 0.02,
as well as the default runs from JointSNVMix2, GATK
UG, GATK HP, and somaticSniper. Figure 4c demonstrates that the performance of the rank-combination
is always better than the intersection of the variants of
the same callers. By intersection of tools, we refer to the
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variants which are shared between the callers. The sensitivity decreases as more tools are considered for the intersection. Interestingly, for the rank-combination of
callers, it is better to take more tools. The overall sensitivity when combining all nine tools is 75%, where any individual tool only reaches at most 71% with the same fixed
precision of 90%. However, the rank-combination
of deepSNV, JointSNVMix2, MuTect, SiNVICT, and
VarScan2 performs best, and is also better than the
rank-combination of all tools. More specifically, it
reaches an overall sensitivity of 78% with a fixed precision of 90%. Especially in the low-frequency range, e.g.
for variants with frequencies in the interval (0, 0.05),
the rank-combination of deepSNV, JointSNVMix2,
MuTect, SiNVICT, and VarScan2 outperforms the individual tools by reaching a sensitivity of 46%, where
the maximum sensitivity of any of the tools individually is 36%, reached by MuTect with the binomial filter.
The rank-combination of deepSNV, JointSNVMix2,
MuTect, SAMtools and VarScan2 is almost as good as the
one with SiNVICT at a precision of 90%, and at a precision of 95% even slightly better. Figure 4d summarizes the
performances of the three best rank-combinations
and all nine individual tools with the area under precisionrecall curve when the precision is at least 90%. Additional
file 1: Table S1 displays the auPRC95 and auPRC90 values
for the ten best rank-combinations.

Discussion
Our study on simulated data revealed substantial differences between the tools, and identified possibilities
to improve cancer exome sequencing pipelines. The
relatively high sensitivity for low-frequency variants of
deepSNV and JointSNVMix2 is the result of the explicit
modeling of the variant allele frequency in the statistical model of these tools. Neither method assumes cancer
variants to have undergone clonal expansion. Hence, the
statistical model of deepSNV and JointSNVMix2 seems
to be the most appropriate for the read count data
obtained from heterogeneous tumor samples. By contrast, other methods, such as GATK HP, GATK UG, and
SAMtools assume that the variants are clonal, i.e. either
heterozygous with a variant allele frequency of 0.5 or
homozygous with a frequency of 1.0. In cancer, however
samples are not expected to be monoclonal, but rather
a mixture of genetically distinct subclones [5]. Subclonal
variants that exist at a low frequency might be very
important.
When varying thresholds for base and mapping qualities, the performance of deepSNV and JointSNVMix2
remained very stable. The model of deepSNV takes
into account overdispersion which could explain the
quite robust performance. The statistical model of
JointSNVMix2 explicitly considers base and mapping
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qualities and therefore is immune to any changes in these
thresholds.
With a median coverage of above 106×, the performance of most tools does not show a substantial improvement, or even decreases slightly in the case of SAMtools
and somaticSniper. This saturation can be attributed to
error sources that cannot be resolved with higher coverage in these models. In contrast, especially deepSNV and
SiNVICT always perform better with increasing coverage. This underlines the fact that they were designed and
tested for very high coverage data.
Concerning the way of reporting the variants, MuTect
and SiNVICT do not provide a confidence score for each
variant, in contrast to the other tools. We speculate that
the performance would be better for MuTect and SiNVICT, if they reported the confidence score as well. This
would allow ranking the variants accordingly, and might
lead to higher sensitivities for the same precision cutoff.
Regions with coverage less than 25× in the tumor or
normal sample cause many false positives and false negatives. The extent of this source of errors can be reduced by
aiming for a high coverage when planning an experiment.
However, simply increasing the coverage, e.g. by amplifying more, might not solve the problem entirely, since
regions with low coverage could be due to alignment problems. If a genomic region contains an accumulation of
somatic or germline mutations, the reads might not align
any more to the reference genome. In fact, among the false
negatives, 61% of variants that fall into variable region
are also in the category low coverage. This points towards
alignment problems in the presence of many mismatches.
Approaches that possibly lead to an improvement could
be to re-align the unmapped reads while allowing for
more mismatches or to locally assemble the haplotypes.
The GATK-IndelRealigner showed only a limited effect
on the performance of the tools. This might be explained
by the relatively small number of indels that were introduced in the simulated cancer sample: Among the introduced mutations, there were 0.67% indels, since this study
focuses on SNVs. An approach that extends the idea of
the GATK-IndelRealigner to any region with many variants, including SNVs, might be promising. Moreover, the
GATK-IndelRealigner decides for a single alignment solution, instead of keeping track of the uncertainty. It could
help to enumerate or sample all high-scoring local alignment possibilities. Approaches like the one used by the
GATK HaplotypeCaller, which reassembles the reads into
haplotypes, are promising. However, reads that did not
align at all due to increased variability are not included.
Results might be improved if this step would already be
incorporated during the alignment. Then reads which
would otherwise be discarded as unmapped would be
included as well. These suggestions point towards a tight
interdependence of alignment and variant calling, which
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should be treated as a single optimization problem. This
is clearly computationally more demanding than current
variant calling pipelines, but given that problems cannot be resolved by deeper sequencing, more sophisticated
algorithms are necessary.
The analysis of error sources also revealed that among
the main confounding factors when calling somatic variants are germline mutations, which are erroneously classified as somatic. The post-variant-calling filter, which
removes potential germline mutations, increased the performance for deepSNV and MuTect. This improvement of
deepSNV is in line with the fact that the error source in
normal was the highest except for false positive calls that
could only be assigned to other error sources. For MuTect,
93% of the false positive calls could be assigned to in normal, which explains the great performance improvement
with this germline filter. The fact that these two callers
had problems with distinguishing germline and somatic
mutations could be explained by the underlying model.
The method of deepSNV calls a variant if the variant allele
frequencies differ significantly in the tumor and normal
sample, but there is no threshold on the allowed maximal variant allele frequency in the normal sample. MuTect
uses two tests when determining a variant. The first one
compares the variant model against an error model using
the observed read counts in the tumor sample. The second one considers the read counts in the normal sample to
test the possibility of a germline mutation. Therefore, the
normal and tumor read counts are not compared directly.
Groups of variant callers that do not have strong correlations in their error profiles are interesting candidates
for combination strategies. The analysis of the error
sources and the correlations of error profiles revealed
that deepSNV and JointSNVMix2 were the least correlated in their false positive error profiles with any of
the other tools. MuTect, SiNVICT and VarScan2 were
the least correlated with JointSNVMix2. Together with the
rank-combination, these five tools reached the overall best auPRC90 . Interestingly, even though SAMtools is
by itself not among the five best callers, it is part of one
of the best rank-combinations, which also suggests
that the tools complement each other in a synergistic way.
This is in line with the fact that JointSNVMix2 and SAMtools are the least correlated among all false negative error
profiles. And the false negative error profile of SAMtools
was overall the least correlated to the profiles of the other
tools.

Conclusions
Our experiments on simulated data revealed that, with
default parameters, deepSNV and JointSNVMix2 outperformed the other methods, especially in detecting low-frequency variants. Furthermore, deepSNV and
JointSNVMix2 were fairly robust against changes in the
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default thresholds for base or mapping qualities, which
increases the confidence that these tools will perform
equally well on other data sets of unknown quality.
MuTect showed very competitive performance for lowfrequency variants after applying an additional germline
filter, which also further increased the sensitivity of deepSNV. VarScan2 improved substantially when changing a
default parameter.
The comparison of the default alignment to the more
sensitive alignment demonstrated that the tools in general detect more true SNVs from higher quality alignments. We conclude that it is worthwhile investing more
in runtime during the alignment to obtain improved performance. Furthermore, the results that we obtained from
analyzing the error sources revealed that it might be beneficial to treat alignment and variant calling as a single
optimization problem.
The effect on the performance when varying the parameter -C for SAMtools was very heterogeneous. We suggest
that, if this parameter is used, it should not be set to
an arbitrary value without the possibility to estimate its
effect.
The combination analysis showed that the intersection of tools is in general too conservative. The sensitivity decreases when restricting the variants to be found
by more tools. Conversely, the rank-combination
approach, where the ranks of the tools are combined
after standardizing their correlation, proved to be very
promising. The rank-combinations were better than
the intersection of the same tools. And most of all,
the rank-combination of deepSNV and MuTect with
the germline-variant-filter, JointSNVMix2, SiNVICT with
--qscore-cutoff 60, and VarScan2 with the parameter --min-var-freq 0.02, performed the best at a
precision of 90%, and was better than any of the tools
alone.
We conclude that many errors can be avoided by
investing runtime into very sensitive alignments and
using appropriate statistical models such as deepSNV
and JointSNVMix2 or combination strategies such as the
rank-combination. However, there is still a great need
for improving variant calling and alignment in mixed
tumor samples.

Methods
Simulation

We simulated cancer and normal read data starting from
variants that had been identified in a real tumor-normal
pair of clear cell renal cell carcinoma. The samples were
obtained from the tissue biobank of the Institute of Surgical Pathology at the University Hospital Zurich. DNA
was extracted from frozen sections of the tumor and
normal tissues using the Blood and Tissue Kit (Qiagen).
The exome was sequenced using the Illumina HiSeq 2000
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system. Variants that were found only in the tumor sample were randomly assigned to 8 diploid clones (randomly
deciding for each variants zygosity). The relative abundance of the clones was sampled from a Dirichlet distribution with concentration parameter 18 for all clones.
We generated 16 DNA sequences by introducing the variants into the hg19 reference DNA sequence and then used
Wessim [37] to create artificial reads based on an Illumina error model. For more details, see Additional file 1:
Section B. It is important to note that the simulation might
influence the extent of certain error sources. However, it is
expected that all detected error sources occur in real data
sets, possibly with different frequencies, and are therefore
important to be addressed.
Variant calling pipeline

We used bowtie2 [34] for all alignments, with the parameters --very-sensitive and -k 20, and then chose
the primary alignment for each read with several alignments using samtools (samtools view -F 256), i.e.
the “best” option. We also used the default parameters of
bowtie2 as noted in Fig. 3.
We ran all variant callers with default parameters,
except for technical parameters that do not influence the
model for variant calling. When assessing the effect of
different parameters, we indicate which parameters were
changed (Fig. 4b and Additional file 1: Figure H).
Evaluation

For the evaluation, we distinguish between two types of
substitutions. In the first case, the fragment of DNA has
been replaced by a another fragment of the same size, i.e.
a multi-nucleotide variant (MNV). In the second case, the
fragment was replaced by a new fragment of different size,
i.e. it also includes an indel. Due to the different reporting behavior of variant callers, the evaluation of variants
is challenging. To account for these differences, we first
split MNVs into individual SNVs. However, in the second case, the substitution cannot be uniquely split into
smaller variants, which makes it more difficult to evaluate independently of the reporting behaviour of a tool. For
example, one tool may report a variant ACGG→GCGGG
at position i, while another tool reports variant A→G at
position i and GG→GGG at position i + 2.
To generate the ground truth SNVs from the true cancer sample, we used the tool Freebayes [42], which is not
part of the comparison. Freebayes has a strong tendency to
merge nearby variants. To make sure that predicted SNVs
that are correct, but reported differently in the ground
truth, are not penalized, we filtered out all predictions
that overlap with a ground truth substitution that contains an indel. These substitutions were not counted when
computing the performance estimates. However, on average, 98.9% of predictions unambiguously match with no
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or exactly one ground truth variant and are therefore
unambiguous to evaluate.

Additional file
Additional file 1: Supplemental methods and results [43–53].
(PDF 1187 kb)
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REVISED Amendments from Version 1
      
To address the reviewers comments, we made a few changes to
the previous version:
- Added a paragraph under “R session setup”
- As requested by the reviewer, we added a figure (Figure 1) and
refer to it in “Query drug-gene interactions”
- Added a section on “Version numbers of DGIdb integrated
resources” towards the end of the manuscript
See referee reports

Introduction
In recent years, next-generation sequencing (NGS) pipelines have
been established and employed extensively in research settings.
These efforts have helped tremendously to improve our understanding of genetic malignancies such as cancer. More recently,
joint efforts of research groups and clinics aim to further enhance
our knowledge of these malignancies for better diagnostic and
treatment options. For example, the Cancer Genome Atlas
(TCGA)1 Consortium has sequenced several thousand samples
of more than 20 different cancer types. One of the aims of this
project is to better characterize different cancer types, for example
through identification of distinct molecular sub-types.
There are also substantial efforts to move NGS technologies and
pipelines into molecular diagnostics, for example, for the characterization of somatic variants of individual tumor samples through
targeted panel sequencing. Targeted panel sequencing covers a
specific set of genes or locations, typically between 50 and a few
hundred. Panels focus on frequently mutated or otherwise altered
genes or genomic locations. Currently, several generic cancer
panels and panels for specific cancer types are available2,3. Based
on the panel characterization, targeted therapies for the specific
genetic aberrations can be applied.
The number of targeted therapies for cancer available today is still
relatively small and their approval is typically limited to one or several cancer sub-types4. However, as the therapeutic options increase,
more patients can benefit from these targeted therapies. As a consequence, several clinics or institutes developed and implemented
molecular diagnostic approaches based on whole-exome and/or
whole-genome sequencing5–8. Unlike targeted panels, whole-exome
or whole-genome sequencing is not limited to a set of pre-selected
genes, but allows for the detection of somatic aberrations across all
protein coding sequences or the entire genome, respectively.
An exome- or genome-wide approach provides great advantage
over targeted gene panels. They allow for a more comprehensive
picture of the mutational landscape of a specific tumor. In addition, with more such data available and a better understanding of
gene-gene and drug-gene interactions, prediction of drug efficacy
as well as adverse drug reactions may become feasible. However,
workflows based on whole-exome or whole-genome sequencing

require clinical interpretation of the identified genetic variants.
The result of an NGS pipeline is generally a list of genes harboring
somatic variants or other genomic aberrations. To identify clinically
actionable targets, these genomic aberrations need to be associated
with drugs specifically targeting them.
Here we suggest a workflow to automate the identification of
potential drug targets from a list of genomic aberrations, represented by a list of genes harboring them. For these genes, we
mine drug-gene interactions using the drug-gene interaction database (DGIdb)9. DGIdb integrates drug-gene interactions from
15 different resources. We provide the R/Bioconductor package rDGIdb (http://bioconductor.org/packages/rDGIdb/), which
allows to efficiently integrate drug-gene annotation with NGS
pipelines. rDGIdb can query DGIdb and filter results on different
levels, i.e., source databases, interaction types, and gene categories. Through the rDGIdb package, drug-gene interaction mining can be automated and incorporated easily into NGS pipelines.
Moreover, the rDGIdb package also provides functionality to
visualize results.

Somatic variant calling
Somatic variants or other genomic aberrations are identified from
raw sequencing data and filtered using a standard NGS pipeline.
The number of somatic variants might vary substantially, depending on the sequencing approach used and the levels or stringency of
filtering employed. Next, somatic variants are annotated with gene
names, for which interacting drugs can then be queried through
rDGIdb.

Identification of targetable aberrations
Provided a list of genes with genomic aberrations, we identify
aberrations targetable with a drug or compound. The R/Bioconductor package rDGIdb provides functionality to query drug-gene
interactions provided by DGIdb and to apply filtering on different
levels.

R session setup
The package can be installed from an open R session. Instructions
are provided on the rDGIdb Bioconductor page (http://bioconductor.org/packages/rDGIdb/). After installation of the package and
all its dependencies, rDGIdb needs to be attached and a gene
vector prepared. Gene names can be loaded from a text file or
manually entered. The code below illustrates how to load gene
names from a text file called aberrated-genes.txt, assuming the text file lists one gene symbol per line.
library("rDGIdb")

genes <- read.table("��������������������
aberrated-genes.txt�
",
sep = "���
\t�
", header = FALSE, stringsAsFactors
= FALSE)
genes <- genes[,1]

Alternatively, variants can be loaded from a variant call format
(VCF) file and annotated using the Bioconductor VariantAnnotation workflow10 (http://bioconductor.org/packages/VariantAnnotation). This is illustrated in the rDGIdb package vignette.
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Query drug-gene interactions
To query DGIdb, the rDGIdb package provides a simple query
function, queryDGIdb. The function takes a vector of official
gene symbols for which drug-gene interactions are to be queried.
This is the only required argument to the query function, all other
arguments are optional.
genes <- c("DDR2")
queryResult <- queryDGIdb(genes)

“Results Summary”, “Detailed Results”, “By Gene”, and “Search
Term Summary”.
resultSummary(queryResult) # Summary table
of the results
detailedResults(queryResult) # Detailed
result table listing source and interaction
type
byGene(queryResult) # Gene summary

The function returns the query result as an object of type
rDGIdbResult. The result is accessible through S4 methods. These methods format the result according to the result tabs
provided on the DGIdb web interface. More specifically, the
package provides four methods that return result data resembling
the format provided through the DGIdb web interface, namely

searchTermSummary(queryResult) # Genes
successfully mapped
An example output of resultSummary for the DDR2
gene is shown in Table 1. Interactions are illustrated as a
drug-gene interaction network in Figure 1. The figure further shows

Table 1. rDGIdb result summary of DDR2 drug interactions. The number in the table indicates if a
drug-gene interaction was found in a source database, where 1 means yes and 0 means no. Druggene interactions are sorted by their score, which is the total number of source databases listing the
interaction.
Drug-Bank

MyCancerGenomeClinicalTrial

GuideToPharmacologyInteractions

CIViC

DoCM

Score

DASATINIB

0

1

0

1

1

3

DDR2

ERLOTINIB

0

0

0

1

1

2

DDR2

REGORAFENIB

1

1

0

0

0

2

DDR2

SORAFENIB

0

0

1

0

0

1

Gene

Drug

DDR2

Figure 1. Drug-gene interactions illustrated as a network with DDR2 in the middle (red) and interacting drugs (blue) connected to the
gene. Resources that report a specific drug-gene interactions are colored in green.
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the resource that reported a specific interaction. Query results
can either be further processed using R or saved to a text file for
analysis with other software tools.

Filter drug-gene interactions
Depending on the application, it may be desirable to filter
specific drug-gene interactions. The rDGIdb package allows
tering on the level of (1) source database, (2) gene category,
interaction type, and (4) other criteria, applied directly to
query result.

for
fil(3)
the

Filter by source database
DGIdb accumulates drug-gene interactions from 15 different
source databases. These are summarized in Table 2. Depending on
the application for which drug-gene interactions are queried, one
or several source databases might be more relevant. The specific
database or a group of databases to be queried is specified through
the sourceDatabases argument. rDGIdb will only return
hits listed in respective source databases. For example, the
query below returns drug-gene interactions from databases:
MyCancerGenome and MyCancerGenomeClinicalTrials only.
genes <- c("KRAS", "BRAF")

Filter by gene category
Similarly, we can filter for specific gene categories. With the
gene categories filter, drug interactions for genes with a specific category label can be queried. Examples of gene categories are clinically actionable, kinase, or tumor
suppressor. The optional geneCategories argument can
be used to filter by gene categories.
categories <- c("clinically actionable",
"kinase", "tumor suppressor")

filter2 <- queryDGIdb(genes, geneCategories =
categories)
There are 41 different gene categories available. The following
command lists all available gene categories.
geneCategories()

Filter by interaction type
Finally, the package provides filtering by interaction type. An interaction type is a label for the type of drug-gene interaction. 33 different interaction types are available and examples are: activator, inhibitor, cofactor, or modulator. The code below
illustrates how to filter for specific interaction types.

databases <- c("���������������
MyCancerGenome�
",
"�����������������������������
MyCancerGenomeClinicalTrials�
")

interactions <- c("activator","inhibitor")

filter1 <- queryDGIdb(genes, sourceDatabases
= databases)

filter3 <- queryDGIdb(genes, interactionTypes =
interactions)

The package provides a helper function that prints a list of all
available source databases.

To print a list of all available interaction types, one can use the
following method:

sourceDatabases()

interactionTypes()

Table 2. Sources from which drug-gene interactions are accumulated in DGIdb.
Source

Link

Reference

CancerCommons

https://www.cancercommons.org

11

ChEMBL

https://www.ebi.ac.uk/chembl

12

CIViC

https://civic.genome.wustl.edu

13

ClearityFoundationBiomarkers

http://www.clearityfoundation.org

14

ClearityFoundationClinicalTrial

http://www.clearityfoundation.org/clinical-trials

14

DoCM

http://docm.genome.wustl.edu

15

DrugBank

http://www.drugbank.ca

16

GuideToPharmacologyInteractions

http://www.guidetopharmacology.org

17

MyCancerGenome

https://www.mycancergenome.org

4

MyCancerGenomeClinicalTrial

h t t p s : / / w w w. m y c a n c e r g e n o m e . o r g /
4
clinicaltrials

PharmGKB

https://www.pharmgkb.org/

18

TALC

–

19

TEND

–

20

TdgClinicalTrial

–

21

TTD

http://bidd.nus.edu.sg/group/cjttd

22
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Manual filtering
Depending on the requirement of a specific application, additional
filtering might be applied directly on the query results. For example, to increase confidence of results, drug-gene interactions might
be filtered by setting a minimum cutoff on the score. As a result,
only drug-gene interactions supported by a minimum number of
source databases will be reported. Different score cutoffs may be
employed, depending on whether the aim is to query interactions
with support from multiple source databases or to include as many
drug-gene interactions as there are available in the source databases. The example below illustrates how to filter out drug-gene
interactions with only a single supporting source database from the
result summary table.

example plot is provided in Figure 2. This plot indicates which
source databases report specifically large or small number of druggene interactions.

subset(resultSummary(filter2), Score > 1)

Summary

Limitations of filtering
Although rDGIdb returns information on the type of interacting
drug (such as inhibitor), to assist the follow-up interpretation
of drug-gene interactions, querying and filtering through rDGIdb
has limitations. For example, it is not possible to filter for specific
drug-variant interactions. That is, variants in different locations of
the same gene might have different biological effects in a cell or
tumor. However, as querying is done on a gene level, variants can
not be distinguished. Additional expert knowledge or other
approaches will have to be employed to exclude non-relevant
drug-gene interactions from the query results.

Plotting of results
The package allows basic plotting of the results. Specifically, the
number of interactions by source database can be visualized. An

plotInteractionsBySource(filter2)

Version numbers of DGIdb integrated resources

The rDGIdb package provides a function to print the version
numbers of all resources integrated in DGIdb. This function helps
users to decide if the resource versions available through rDGIdb
are sufficient for their intended purpose.
resourceVersions()
We have described a workflow to identify potentially actionable
genomic aberrations. More specifically, we have introduced the
R/Bioconductor package rDGIdb, which provides an interface to
query DGIdb using R. Given a list of genes with genomic aberrations, rDGIdb queries drug-gene interactions. The package
allows filtering on different levels and visualization of the results.
The rDGIdb package further includes detailed documentation
and a vignette, which provides a step-by-step description of the
workflow.

Package content and dependencies
rDGIdb depends on jsonlite and httr, which are available
in R version 3.3.1 or higher. Briefly, rDGIdb queries the API
provided by DGIdb (http://dgidb.genome.wustl.edu/api) using the
POST function implemented in httr. Drug-gene interactions are
returned by DGIdb in JSON format. Next, the data is deserialized

Figure 2. Example of the number of interactions by source for the KRAS gene.
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into an R list object using the jsonlite package. Finally, the
list is parsed and stored as an object of type rDGIdbResult. In
order for rDGIdb to work, jsonlite, httr, and their dependencies need to be installed. A complete sessionInfo() output
is provided below, which includes minimal version numbers of all
dependencies.

4. License:
MIT license

• R
 version 3.3.1 (2016-06-21), x86_64-apple-darwin13.4.0
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